So, Where Have All of My Teraflops Gone?

Abstract: The relentless technological advances of the last decades have driven the cost of computers and high performance networking equipment so low that reasonably large computing clusters are nowadays pretty commonplace. Another important development was high performance computing clusters becoming commercial products of mainstream computer manufacturers. Brand name clusters from major manufacturers are now turn key systems that have done away with most of the art and black magic that used to be necessary to get these systems running.  In the last few years, in particular, a combination of factors such as favourable exchange rates, plentiful research funding and a more widespread realization that the most challenging engineering problems demand computational simulation on high performance computers meant that universities and research groups all over Brazil have already in operation or are installing medium to large scientific computing clusters. The general adoption of multiple core microprocessors is also very significant, in the sense that practically all  computer users now have a parallel computers sitting on their desks or laps. 

Amidst all the celebration and installation parties, people began to realize that we are now facing an altogether different problem: what are we going to do with all this computational power. There is the demand in terms of engineering problems, the computational power is available in the computational clusters, but there is very little software that can make efficient use of this power to solve real engineering problems.  Commercial computational mechanics software is slowly being adapted to cluster computing, but in most cases the scalability of the software is not very good, and there are many important problems for which there are no commercial solutions. There is then a clear need to develop high performance computer codes that scale well to a large number of processors. This is not easy, and we are not making it any easier by not training the future programmers of these machines appropriately. 

To expect that most scientific programmers will simply “pick up” parallel programming as they stumble along their M.Sc.'s and Ph. D.'s work, pretty much as we have been dealing with sequential programming to this day, is very naïve. This approach will lead to the obsolescence of our shiny new high performance computer infrastructure long before me make efficient use of it. How can we teach our students how to develop high performance parallel computer simulators in a reasonably short time frame? At the very least we should teach them to program as little as possible, making use of many excellent frameworks and libraries that are available nowadays that hide a lot of the parallel processing complexity. In this presentation we will discuss some of the above issues and present some of the frameworks that can help us to harness the full capacity of parallel computers to solve  efficiently complex computational mechanics problems.

